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                                20 BIT EQUIPMENT FOR 16 BIT WORK?
                                  by Dan Lavry, Lavry Engineering

     The reasons for using 20 bit equipment for producing a 16 bit outcome requires some 
understanding of the problems associated with the 16 bit standard. This article review these 
problems and their solutions. The experianced reader will realize that most A/D conversion 
equipment falls way short of yielding the performance required for dither and/or noise shaping. The 
practical requirements for small signal linearity and noise floor are around 120dB A/D noise floor 
and 20 bits of small signal linearity. Similarly, 16 bits D/A converters need to have 20 bit small 
signal linearity for proper reconstruction of dithered and/or noise shaping signals.

Undithered signal with amplitudes above one LSB (least significant digit):

     Digital quantization without dither causes harmonic distortions and noise. The nature of the 
distortion content and the distribution of noise over the frequency range are highly dependent on the 
signal content, (amplitude and frequency) and on DC offset (small changes in circuit component 
values and  tiny variations in air pressure on the microphone membrane).
     In the following plots we show a 1KHz pure tone at 3 amplitudes (peak to peak values).  a1, a2 
and a3 show sample value vs. time for 16 bit quantization.  A1, A2 and A3 show the corresponding 
frequency plots.  Note that the harmonic distortion structure changes with signal amplitude.  Zero DC 
offset causes odd harmonics. 
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     In the following plots we repeat the previously shown signals but with a slight DC offset. The DC 
added is only 1/4 LSB  (such small DC change can occur in real life situations within a few seconds).
      Signals b1, b2 and b3 show sample values vs. time and B1, B2 and B3 show the corresponding 
frequency plots.  Note that the distortion structure include even harmonics due to the added DC offset.
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Undithered signal with amplitudes bellow one or two LSB (least significant bits):

     Let us examine two extreme cases:
 
     The first case shows a quantized pure tone, less then 2 LSB in peak to peak amplitude, with no 
DC offset.  The quantizer assigns only one of two values (above or below a threshold). The signal 
crosses only one threshold value and the quantizer is unable to distinguish between a 1.999 LSB 
tone and a .001 LSB tone, converting both to the same 1 LSB of square wave (a signal with odd 
harmonic distortions). Signals c1 and c2 are 1.9 LSB and .25 LSB tones. The quantized signals cq1 
and cq2 are identical square waves. Obviously, the frequency plots C1 and C2 are identical as well - 
the same output for very different inputs. 
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   The second case is that of a signal smaller then 1 LSB (peak to peak) with 1/2 LSB of DC offset. 
Any such signal will not cross any quantization threshold causing the quantizer to yield a single 
constant value (DC). The noise floor has "vanished" but the signal has disappeared as well. This 
example demonstrate "signal gating" which can be viewed as an extreme form of noise modulation. 
The following example shows a .9 LSB signal d1 with 1/2 LSB of DC offset. dq1 is the constant 
value quantized output 
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Dithered signals:

     The various distortions and modulation of the noise floor can be eliminated by adding dither to the 
signal (prior to truncation). In the following example, we dither two signals:  e1 is a 1KHz tone with .5 
LSB amplitude (peak to peak) and no DC offset.  signal e2 is the same signal with .5 LSB DC offset. 
eq1 and eq2 are the quantized dithered signals and E1 and E2 are the corresponding frequency 
plots.
     At first glance the quantized dithered signals eq1 and eq2 seem "unrelated" to the "smooth" 
incoming tones e1 and e2. Careful examination (not an easy task) shows that the quantized signals 
do indeed track the incoming waveform, to a certain level of accuracy. 
   The "tracking inaccuracy" is manifested as noise. Proper dither yields a random tracking error for 
each sample point. Being that the errors are random, they are unrelated to the signal (no harmonic 
distortions).   
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     The examples above show that dither eliminates the unwanted harmonic distortions and "evens 
out" the noise floor.  The advantages are not "free". The introduction of dither increases the noise 
floor (reduces the dynamic range). The general consensus is that the advantage of using dither 
outweighs its disadvantage.
     
     The signals in the examples above show quantization to 16 bits. Examination of the frequency 
plots E1 and E2 show that the energy density (signal strength at each frequency) is less then 
aproximatly 125 dB below full scale. A good ear can hear that noise and anything above that. Signals 
below that floor can not be distinguished from noise. 
     Similarly, an 8 bit dithered quantization generates a noise floor density (noise energy at any given 
frequency) of about -77 dB from full scale. A dithered 8 bit system is sufficient to reproduce signals 
above about -77 dB.
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Can you hear under the noise floor?

     The engineering definition of the "noise floor" is a measure of the total combined noise energy 
residing at all frequencies simultaneously. While such a definition can serve well for comparing 
signals or equipment, it may be rather misleading as an indicator for hearing capabilities. The ear 
"does not listen" to the energy present at all frequencies simultaneously. The ear- brain combination 
is a very competent tool for comparing the energy at a given frequency to the energy levels in the 
surrounding frequencies. It can hear much lower signals then indicated by the total noise figure. The 
frequency plots (FFT plots) provide a very good estimate of how far down you can hear a steady tone. 
If you can see a tone above the noise floor, you will not hear it. In other words, the proper "yard stick" 
is the noise floor density (energy at each frequency).      
     Undithered signals behave erratically. We have shown a case where an almost negligible signal is 
"amplified" to become 1 LSB square wave. One may hear a  -200 dB tone with a 16 bits undithered 
system. One may choose to view the opposite case, when both the signal and noise are gated off,
as the hearing threshold of an 16 bit unditherd system (about -96dB). Both are "special cases" and  
an undithered system can not provide a good standard for hearing sensitivities.  
     Dithered signals provide a "constant" noise floor, independent from signal and DC offset. 
Measuring a triangular dither with a "dB meter" shows a reading of -93 dB for 16 bits. The energy 
density (at each frequency) is at about -125 dB. Can you hear under the noise floor? You can hear 
30dB below your "meter", all the way down to the noise density in the surrounding frequencies. 
Reexamination of the frequency plots shows that you can hear a 16 bits dithered signal down to about 
-125 dB under full scale.
 
     Some manufacturers choose to view the special case of undithered signal gating as a the 16 bits 
hearing threshold. One should not confuse the "gating threshold" of unditherd system with the noise 
density of a dithered one. The "special gating case with 1/2 LSB of DC" occurs at about -96 dB. The 
noise density (per frequency) for dithered signals is almost 30 dB lower. 
     The ability of the dither "to to bring the gated signal back" is shared by all types of dither. 
Rectangular, Nyquist and triangular all perform the task within about 3 dB of each other (a range of 
about 1/2 a bit).  Beware of claims for "a special ability" of a specific type of dither to provide "3 -4 
more bits". The 30 dB or so of dynamic range "beyond" the gating threshold is not unique to one type 
of dither. It is shared by all types of dither and is not to be confused for additional bits. The proper 
criteria for dither quality is its ability to eliminate distortions and noise modulation.

Noise shaping improves the noise floor: 

     The ears can hear music energy only while above the energy in surrounding frequencies.  The 
noise floor limitation (due to limited available bits) can be reduced by a noise shaper. The noise 
shaper reshapes the frequency content of the quantization errors: it moves noise from hearing 
sensitive regions (such as 2-4KHz) to less sensitive regions (such as 15-22KHz),. The process 
trades off a better noise density floor where it counts for increased noise where it matters less. We 
will not deal with how to choose from the a selection of available number of noise shaping "curves", 
all based on psychoacoustic research under various condition. 
     The following discussion will use a noise shaper from a paper titled "Minimally Audible Noise 
Shaping" by Stanley Lipshitz, John Vanderkooy and Robert A. Wannamaker (the leading experts in 
the fields of dither and noise shaping). The plot below shows that the noise is "shaped" according to 
some hearing sensitivities curve. The process includes dither and the shape of the noise is constant 
and is not dependent on the signal or DC offsets. 
     The initial introduction of the modern concept of noise shaping encountered some resistance from 
dither hardware manufacturers, confusing some users by comparing it to equalization and claiming 
that it is unnecessary because most recording work yields no better then 90 dB outcome. Noise 
shaping does not equalize the signal. The quantized signal is left untouched. Noise shaping 
processes only the quantization errors (noise).  As explained earlier, The "90 dB of dynamics" 
argument is improper because it addresses the combined total energy across the audio frequency 
band,  while the real goal is to improve the noise density at each frequency.
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Making it all work:

     Much of the previous discussion points out how to overcome today's bottle neck - the 16 bit 
standard.
Proper implementations of dither and noise shaping requires good equipment. Deriving the 
advantages requires the conversion hardware to conform to mathematical model - LINEAR 
TRANSFER FUNCTION.
   Deviation from linearity found in much of the hardware defeats the performance. Information 
regarding the number of conversion bits should be coupled with the question: How good are those 
bits?
Let us construct a "24 bit A/D converter" by adding 8 LSB's (least significant bits) of a digital 
random number generator to a good 16 bit converter. Clearly, the addition of the random bits 
contributes nothing to the transfer of information from the analog input signal to the digital output 
(thus it carries no sonic content). Such a "24 bit A/D" produces a 24 bit word but offers no better 
then 16 bit quality.
   The criteria for quality of the converter bits depends on converter linearity. Transfer function 
linearity insures proper transfer of input information to the output,  thus retention of fine sonic detail. 
   The technical difficulty in retaining the linearity grows with each additional bit but the benefit of such 
accomplishment yields 6.02dB per bit in additional accuracy. Meeting the theoretical expectations 
requires the measurement of THD+N (total harmonic distortions plus noise) to conform to the 
following formula:
               THD+N (in dB relative to full scale)=  -1.76 - 6.02 X B       (B is the number of converter bits)

   The graph below shows the THD+N figure that should be expected from an A/D for a given number 
of bits. The plot can serve as a major road map for evaluating and comparing equipment's ability to 
handle small signal details. 
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Potential problems with analog to digital converters: A 20 bits A/D converter with 17 bits 
performance limitations can not yield better then 17 bits regardless of type of dither or noise shaping 
used. Achieving the 20 bit goal requires an overall THD+N figure of about -122dBFS with an FFT noise 
density of approaching -160dBFS.
 

Potential problems with digital to analog converters:  A properly noise shaped 16 bit signal 
(containing 20 bit accuracy in sensitive hearing frequency ranges) can not be reproduced by a non 
linear digital to analog converter. While processing only 16 bits, the linearity requirement (quantization 
step size accuracy) should be 20 bits. An 16 bit D/A with 1/2 LSB DNL (differential non linearity) will 
yield a 17 bits result.  20 bit results requires a 20 bit converter with a THD+N figure of about -120dBFS 
(or 16 bit D/A with a very tight 1/16 LSB differntial non linearity). 

The next sections provide some examples of performance degradation when using non linear A/D 
and D/A converters.

 A/D differential non linearity can not be corrected by dithering:

   Let us generate a sampled analog signal of 4 LSB (peak to peak) at 1KHz. We introduce an .5 
LSB of differential non linearity (DNL). The non linearity in this example caused 5th and 7th 
harmonics distortions. 
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The example shows that the effectiveness of the dithered signal is debilitated by the analog to digital 
converter differential non linearity. The nature of the harmonic distortion and noise modulation for real 
music is time varying (it depends on signal amplitude, frequency and D.C. offset). 
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The effect of  A/D non linearity on noise shaping with dither:

The following plot shows the result of 2 extra (good) bits at the input of a noise shaper. The A/D 
converter presents 18 bits of signal (THD+N = -110 dB) to the noise shaper:
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The "contamination" and distortion of the overall shape occurs at the most hearing sensitive 
frequency region. Most of the commercially available A/D converters yield significantly lower 
performance then shown here. A margin of 4 extra bits (120 dB converter THD+N) seems sufficient 
for achieving a close to theoretical perfection.

Driving a non linear D/A with a dithered signal:

Let us apply a small amplitude - .2 LSB (peak to peak) dithered signal to a D/A. Here we 
compare a perfect D/A against one with .75 LSB of non linearity:  

.2 LSB peak to peak at 1KHz
16 bits with perfect linearity
Note the lack of harmonic
distortions

.2 LSB peak to peak at 1KHz
16 bits with .75 DNL. 
Note the improper gain of both
signal and noise floor
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     The non linearity caused both tone amplitude and the noise floor to be off by 8dB. It is interesting to 
note the harmonics distortion performance actually improves for signals lower then 1 LSB (peak to 
peak), giving way to different distortions namely improper signal amplitude and noise floor. This occurs 
since the low level dithered signal utilizes only 1 or 2 quantization levels most of the time. At that point, 
the DNL has a major effect on increasing or decreasing amplitude. 

Driving a non linear D/A with noise shaped dithered signal:

     Driving a 16 bits D/A with a noise shaped signal requires equipment with excellent differential 
linearity. The following example shows that an 18 bits D/A is far short from reproducing the desired 
noise floor, with the worst deviation at the most sensitive hearing regions (2-4 KHz). An -110dB D/A 
(18 bits D/A or 16 bit with 1/4 LSB DNL specification) may be useful in reconstruction of much less 
aggressive noise shaping curves. Deriving the full benefits of aggressive noise shapers requires 
about  -120dB specification.     
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Summary

     The article was aimed at providing the reader with some intuitive sense regarding a very 
complicated subject. The few examples presented here were chosen to demonstrate some of the 
more common quantization problems, and the solutions available to date. 
     There is a large gap between theory and practice (equipment quality). The researchers present 
solutions requiring a linear model, and the equipment manufacturers do their best to meet the 
requirement. This article points out that some of the theoretical solutions can not be approached with 
anything less then state of the art equipment.   


